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What’s needed?

Laptop with internet accessed

Hugging Face Account + Token: link

Colab: link

https://huggingface.co/docs/hub/en/security-tokens
https://colab.research.google.com/drive/1qcN12xajKekft6zq-hD_svNqb6-wwXd0?usp=sharing


Gemma 2 offers 
best-in-class 
performance, runs at 
incredible speed across 
different hardware and 
easily integrates with 
other AI tools.

https://blog.google/technology/developers/google-gemma-2/


Fine-tuning
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When to fine-tune?
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Like pre-training, SFT uses next-token prediction as its training objective (see InstructGPT 
paper).

Main difference = dataset used (raw text vs. pairs of instructions and answers).

Supervised Fine-Tuning (SFT)

Most SFT datasets use synthetic data generated by models like GPT-3.5 
and GPT-4 (see Orca paper).

Output
Itpreventsuserstosuspectthattherearesomehiddenproductsinstalledontheirsdevice.

User
Remove the spaces from the following sentence: It prevents users to suspect that 
there are some hidden products installed on theirs device.

System
You are  a helpful assistant, who always provide explanation. Think like you are 
answering to a five year old.

https://arxiv.org/pdf/2203.02155
https://arxiv.org/pdf/2203.02155
https://arxiv.org/pdf/2306.02707


Pre-training In Famous LLMs

Source: Ahead of AI

https://magazine.sebastianraschka.com/p/new-llm-pre-training-and-post-training


Different methods: PPO, DPO, KTO, IPO. In practice, Direct Preference Optimization is the 
most popular.

Dataset = instruction + chosen answer + rejected answer.

Preference Alignment

The goal is to ensure the model under training outputs higher probabilities for 
chosen answers than the untrained version of the model.

Rejected answer
How many tickles does it take to make an 
octopus laugh? Ten tickles.

Chosen answer
Why don't octopuses play cards in casinos?
Because they can't count past eight.

Instruction
Tell me a joke about octopuses.



Preference Alignment In Famous LLMs

Source: Ahead of AI

https://magazine.sebastianraschka.com/p/new-llm-pre-training-and-post-training


Fine-tuning 
Techniques



SFT Techniques



LoRA (Low-Rank 
Adaptation) Example
Problem Context: Apply LoRA to reduce memory usage and training 
time on a neural network weight matrix W of size 512×512512 

Set Rank: Let r=16

1. Decompose Matrix:
○ Decompose W≈A⋅B, where:

■ A is 512×16 
■ B is 16×512

2. Parameter Comparison:
○ Original W: 512×512=262,144 parameters
○ LoRA (A + B): 8,192+8,192=16,384 parameters
○ Reduction: 93.75%

Result: Using LoRA with rank r=16 reduces parameters by 93.75%, 
lowering memory use while retaining model approximation quality.



Number of epochs: Depends on learning rate and the number of tokens.

● Trial datasets (1000 samples) LIMA paper
● Large datasets (>2M samples) = 1-2 epochs
● Small datasets (<1M samples) = 3-4 epochs

Sequence length: 25-50% of the context window of the base model is 
sufficient. Trade off with batch size to manage VRAM usage.

Batch size: Set as large as possible. Use gradient accumulation steps for an 
effective batch size of 8. Aim for VRAM usage >90% (but below ~98% to 
avoid OOM errors).

LoRA: A rank of 16-64 works well in most cases.

Hyperparameters Tuning

https://arxiv.org/pdf/2305.11206


Evaluation



AI2 Reasoning Challenge (ARC)



HellaSwag



TruthfulQA



WinoGrande



GSM8K-Math



HumanEval-Coding



AgentHarm-Safety



MultiMedQA-Domain Specific



Berkeley Function-Calling Leaderboard



VMLU



LLM Leaderboard



Chatbot Arena



DEMO



Generate text with a Gemma model

Distributed fine-tuning and inference on a Gemma mode

Use Gemma open models with Vertex AI

Fine-tune Gemma using KerasNLP and deploy to Vertex AI

Deploy Gemma2 with multiple LoRA adapters with TGI DLC 
on GKE

What’s next



THANK YOU
LET’S  CONNECT!!!

Hieu Ngo


