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[Gemma 2

Gemma 2 is a open-source LLM offers
best-in-class performance, runs at
incredible speed across different
hardware and easily integrates with other

Al tools.
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https://blog.google/technology/developers/google-gemma-2/

LoRA (Low-Rank Adaptation)

e Technique to fine-tune models.

e The coreideais to train to specific tasks without needing to retrain the entire model, but only a small set of

parameters called adapters.
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t: Model tree for google/gemma-2-2b-it
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[Text Generation Inference (TGlI) j

& Text Generation Inference
Fast optimized inference for LLMs
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y Philipp Schmid - Following e X
\ Technical Lead & LLMs at Hugging Face...
24m - ®

3x more tokens and 13x faster generations than vLLM?
*») Hugging Face TGI 3.0 released! £ TGl 3.0
dramatically improves LLM inference processing by 3x
more input tokens, running 13x faster than vLLM on long
prompts while requiring zero configuration!

TL;DR:
4/ Processes 3x more tokens than vLLM (30k vs 10k
tokens on L4 GPU for llama 3.1-8B)

Achieves 13x faster processing on long prompts
(200k+ tokens) through conversation caching
“\ Significantly reduced memory & Zero configuration
needed for models
gﬁ New kernels (flash-infer, flash-decoding), optimized
prefix caching, and improved VRAM efficiency
< Soon available on AWS, Google Cloud, and Dell
Enterprise Hub
= Future: special models, KV-cache retention, and
multimodal models

Learn more: https://Inkd.in/e8eNnJ7E

3x more tokens and 13x faster with TGI

Taa VLLM v0.6 4postt

1.3x faster 1.2x faster

1.1x faster

Requests per second (RPS)

13.7x faster

3.9x faster
1.1x faster

Smalitest-L4-88  Longtest'-L4-88  Smalltest-4xL4-88  Longtest-4xL4-88 Small test - BXH100 - 70B Long test - 8H100 - 708

Small : 200 requests containing a total of 8k input tokens
Long : 20 requests containing a total of 200K input tokens. (*10 requests instead)

C®O 84 2 comments - 6 reposts
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[TGI Multi-LoRA: Deploy Once, Serve N models

Motivation
Independence - For each
task that your organization
cares about, different
teams can work on

different fine tunes
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Dedicated Deployment per Adapter

A ] L J A A [ ]
[ ] [ ) Base Model [ ] Base Model
L [ L]

LoRA 2 LoRA 2 LoRA 2

Base Model

Each fine-tuned adapter is loaded into a dedicated GPU with the base
model, increasing cost.

Serverless Fine-Tuned Deployment

100+ LoRAs can load into one GPU with the
base model, optimizing latency and cost.
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[TGI Multi-LoRA: Deploy Once, Serve N models

s

Predibase Fine-Tuned Mistral-7b vs. GPT-4
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https://predibase.com/blog/lora-land-fine-tuned-open-source-llms-that-outperform-gpt-4

[TGI Multi-LoRA: Deploy Once, Serve N models

Privacy - Specialized models offer flexibility with training data segregation and access restrictions to different users
based on data privacy requirements. Additionally, in cases where running models locally is important, a small model can

be made highly capable for a specific task while keeping its size small enough to run on device.
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[TGI Multi-LoRA: Deploy Once, Serve N models

So, where is the catch? Solved! Rescope the project

Prompt Bl geee riznkg eri
et Evaluation enough? : .
engineering (cost, latency, Instruction

etc) dataset?

Yes

w Fine-tuning is an option
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[TGI Multi-LoRA: Deploy Once, Serve N models

So, where is the catch?
Deploying and serving Large Language Models (LLMs) is challenging in many ways. Cost and operational
complexity are key considerations when deploying a single model, let alone n models. This means that, for all

its glory, fine-tuning complicates LLM deployment and serving even further.

That is why today | am super excited to introduce TGlI's feature - Multi-LoRA serving.

€ > GDG Cloud HCM
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[Inference LORA j
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https://docs.google.com/file/d/176rb3Ej6SZbDijopXhiyUmSOQ_H1Edym/preview

[Multi—LoRA Serving j
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https://docs.google.com/file/d/1CSd9Tu8qo4Q8a9_3FItOwI-KetxEeYHo/preview

Multi-LoRA Serving

LoRAs (the adapter weights) can vary based on rank and quantization, but they are generally quite tiny.

Example:
predibase/magicoder is 13.6MB, which is less than 1/1000th the size of mistralai/Mistral-7B-v0.1, which is

14.48GB.

In relative terms, loading 30 adapters into RAM results in only a 3% increase in VRAM. Ultimately, this is not

an issue for most deployments. Hence, we can have one deployment for many models.
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[Deep Learning Container

~

Deep Learning Containers > Documentation > Guides Was this helpful? i) cn

Deep Learning Containers overview 0 - Send feedback

Deep Learning Containers are a set of Docker containers with key data science frameworks, libraries, and tools pre-
installed. These containers provide you with performance-optimized, consistent environments that can help you
prototype and implement workflows quickly.

\To learn more about containers, see Containers at Google. )
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[TGI DLC j

Choose a container image type ©
Base versions Py | O rC h

TensorFlow versions

o i TensorFlow

Hugging Face container images

Model Garden container images

Experimental image families

NVIDIA.

w | Hugging Face CUDA
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[Google Kubernetes Engine (GKE)

GKE, short for Google Kubernetes Engine, is a managed Kubernetes service provided by Google Cloud. It
allows you to deploy, manage, and scale containerized applications using Kubernetes, an open-source
container orchestration platform. With GKE, Google handles much of the underlying infrastructure, such

as provisioning, maintaining, and upgrading Kubernetes clusters, so you can focus on developing and

running your applications.
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[Create GKE Cluster

{

gcloud container clusters create-auto $CLUSTER_NAME \

- -project=$PROJECT_ID \
--location=$LOCATION \
--release-channel=stable \

--cluster-version=1.29 \
--no-autoprovisioning-enable-insecure-kubelet-readonly-port

@ Kubernetes Engine &

= Google Cloud

Resource Management

DevFest
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@ Overview
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Deploy TGl

kubectl apply -f Google-Cloud-Containers/examples/gke/tgi-multi-lora-deployment/config

containers:
- name: tgi-container
image: us-docker.pkg.dev/deeplearning-platform-release/gcr.io/huggingface-text-generation-inference-cul24.2-3.ubuntu2204.py311
resources:
requests:
nvidia.com/gpu: 1
env:
- name: MODEL ID
value: /google/gemma-2-2b-it
name: LORA_ADAPTERS
value: google-cloud-partnership/gemma-2-2b-it-lora-magicoder,google-cloud-partnership/gemma-2-2b-it-lora-sql, google-cloud-partnership/gemma-2
name: NUM_SHARD
value: "1"
name: PORT
value: "8080"
name: HUGGING_FACE_HUB_TOKEN
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Deploy TGl
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[Deploy TGl

DevFest

( Cloud Ho ChiMinh 2024 )

{

= Google Cloud
@ Kubemetes Engine &
o) e e s

B AlFees

Resource Managerment -
@ overew

Custers

%  Workioads
& tems

Applcations

B Secrets & ConfiMaps
O soge

= Ovject Browser

1 Rollout Sequencing [IEJ
©®  Backup for GKE
Posture Management ~

Securty

@ Complsnce

& poley
Networking &
&  Gateways, Services & Ingress
4 Network FunctonOptmizer
Foases %
B Feoure Manoger

Service Mesh

& conig

W Marketplace

ase Notes

[+ wovarnero ~ |

& Deployment details

@ tgi-deployment

OVERVEW

DETAILS

Suggested filters (0)

Container logs

20240926
202a-09-26

2024-09-26

20240926
2024-09-26
2020-09-26

2wa-09-26

2020-09-26

202a-09-26

[ oo

a7
52
5.

an
6

o0

Search (/) for resources, docs, products, and more

2 @

\ Qsearch | + &

CRemEsH  /EOT WORLETE S ACTONs - 8 KUBECTL -~ SHOWINFOPANEL @1 LeARN
OBSERVABLITY  REVISONWISTORY  EVENTS  L0GS  APPERRORS()  YAML

= el snd values e c
CEST [242024-83-26719:99:51 3906002 (om (328 VO [Gm [2atext_generatson. Lancher (90 2a: (6n Domloads [1/1] -- ETA: 8
CEST [202024-09-26719:09154 6773952 [on (320 TGO [om [1ndomnload [om: [2ntext_generation Louncher [on [2n: [0n Successfully dommlonded wesghts for guogle-cloud-partnershio/gemms-2-2-5t-Lora-sep-en
cest (on (220 10 fom {on:(2ntoxt_oeneratson. auncher [0 [2a: (6n Startsng shard (2 [2arank [om [2a= o [6n
CEST[22024-80-26719:10:00 2141042 (0n (320 0O [6m [1ashard-sanager [6n: [2atext_genaration_ Launchar (6n 2a: [on Waiting for shard to ba ready.... (2n[3nrank [0n [2ae 000 (80
CEST[202024-08-26710:10514. 2162402 (0n (32 0O (6m [1ashar-sanager [6n:[2ntext_genaration_ Lovnchar (6 2 [on Waiting for shard to ba ready... (2 [darank (6n (2a= 000 (8n
CEST[202024-39-26710:10:20.2724052 (0n (32 0O [6m [1ashard-sanager [6n:(zatext.genaration_ Lovnchar (6m 2 (on Waiting for shard to bo ready... (2 [3arank (6n (20= 000 (8n
CEST [242024-09-26719:10:27 4553702 (0 (320 INO [dm [2ntext_generation.Launcher 0 (20 (6m Using prefix caching = True
CEST[242024-99-26719:10:27 4773362 (9m (320 IO [am [2atext_generatson.Lancher (60 (28 (6n Using Attentsen = Flashinfer
CEST [202024-09-26719:10:34 3656622 (0n (320 INO (om [3nsharc-manager (on:[Zntext_eneratson_Lounchr (0n 28 [on Wasting for shard to be ready... (2n[3aran (0n (20= 600 (3m
CEST [22024-83-26719:10126.5424052 (On (330 WARN [Gm [2ntext_generatson.Launcher [0 [2n: (6n Lo adapters enabled (espersasntal festure)
CEST [22024-83-26719:10:36.5424722 (0m (330 WARN [8m [2ntext_generatson.Launcher [0 [2n: (60 Lotk adapters ncomatible with CUDA Graphs. Disabling CUDA Graphs
CEST[22024-89-26719:10:44 4124272 (on (320 0O [6m [1ashard-manager [8n:[2atext_generatson Lunchar (6n [2a: [on Waiting for shard to ba ready.... (2 [sarank [0n (2ae 000 (80
CEST[22024-83-26719:10:54 4000652 (0n (32 GO [Gm [1nshard-sanager [6n: [Zatext_genaratson Launchar (6n [2a: [on Waiting for shard to ba ready.... (2 [Snrank (0n [2ae 000 (80
CEST[22024-80-26710:11 1045755882 (0n (22 0O [6m [1ashard-sanager [6n:[2atext_genaration_ Launchar (6n [2a: [on Waiting for shard to ba resdy.... (2n[3arank [0n [20e 000 (8n
CEST 1202024-99-26719:11:06 4016247 (0n (320 TNO [om [2atoxt goneratson.Launcher 0 (201 [6m Loadsng séspter esghte Snto aoded: gecgle-clovd-partnerhip/gomss-2-20-i¢-Jora-magicodor
T Taviiv-zarTviTi o0 a7eserz (9w [32m DD lom [oevert osmaretion Lancher. [0 [2n7 (6w Loding adagter weights 1o wodel: qooale-cLont-serimerstaoiomms-2-25-58-ors-ocl.
CEST[202024-99-26719:11:09 5082692 (0 (320 INO [gm [2ntext_generation.Launcher 0 (20 [6m Loading sdspter wesghte Snto sodel: gacple-clouc-partnerhip/geses-2-20-1¢-Lora-Sa3-en
CEST[242024-99-26719:11110, 3097672 (9m (328 INO (am_[2atext_generatson.Lancher (90 (281 (6n Server started at i/ tnp/text-generation-sarver-3
CEST [202024-09-26719:11:10 3186332 (0n (320 INO (om [insharc-nanager (on:(Zntext_ganeratson_Lanchr (0n 2 [on Shard ready in 76.195094354s (2 [3aran 6 (20 (000 [9m
CEST [202024-83-26719:11110.4005012 (0m_ (320 NFO [Gm [2ntext_generatson.Launcher (90 20 (6n Starting Webserver
CEST[22024-83-26719:11 1116526972 (0m (320 VO [Gm [2ntext_generation.outer_v3 [ [2a: (on [2abackends/va/src/11b.rs 0 (2n: (Gm {209 (0w arming up model
CEST [202024-80-26719:11:20.6002012 (om (32 GO [6m [2mtext._seneration.Laucher (90 [2a: (0n Cuda Graphs are ensbled for sizes (32, 16, 9, 4, 2, 11
CEST[202024-09-26719:11:36 3688782 [0n (328 TFO [om [2atext_seneratson.router_v3 [0 [2n: [6n [2abockends/va/src/1sh.ra [0n [2n: 30 [20102: [ Setting max bateh totsl takens o 105635
CEST[22024-80-26719:11:26 3640452 (0n (32 GO [6m [2atext_generation.router_va 0 [2n: (6n [2backends/oa/arc/1sh.ra 0 (2n: [6m (20126 (6 Using backend 2
CEST [202024-99-26719:11:36 5723287 (0n (320 TNO [om [2atext gonsratson.router ssrvar [an (2n: [9n [2erouter/ec/sarver. & [on (20 [0n (281509: [0m Ueing the g Face 47T
CEST 1202024-99-26719:11:36 5723762 (0n (320 TNO [om [20h¢_tub (6 (20 [om (0n (20 00 (205 (60 Token 1.
CEST [22024-09-26719:11137 6052872 (o (320 INO [Gm [2ntext generation.router server (9m (2n: [0n (zarouter/src/server s (0n (zn: 0 (262227 [ Serving reviaion 299385690edf22edicTzadatTdcebs
CEST[22024-09-26719:11152 6265482 (om (320 IO [Gm [2ntext.generation.route server (0m (2n: [0n (zerouter/arc/server. s (0n (20 6 (281654 [ Using confso Som (Gemns2)
CEST[22024-09-26719:11152 6266352 (0m (330 WARN (G [2ntext_generation.router ssrver (0m (2n: (9n [2arcuter/arc/servar. s (on[2n: [0 (281601 [om Incalsd hostome, cefaulting to 9.9.0.0
CEST [22024-83-26719:11150.5406212 (0m (328 INO [Gm [2ntext_generation.couterssrver (0m (2n: {9n [2arouter/src/server. s [on (2n: [on (282146: [om SuLle with “gocole” feature
CEST [22024-83-26719:11152 9504632 (0n (328 O [Gm [2ntext_generatson.couter  server (0m (2n: [9n [2arouter/sr/server.ra [8n [2n: [0n [ZA2147: [0m Enviconment variables “ALP_FREGICT_ROUTE' and “AL.
CEST [22024-80-26719:11:52.9521472 (on (32 O [Gm [2atext_generation.couter server (0m (2n: [9n [2arouter/arc/serverra [on [2n: o (282180: [0m Conoected

€ > GDG Cloud HCM



[Demo and Q&A j
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